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Abstract 
 

Due to the increased computerization of many industrial, 
scientific, and public sectors, the growth of available digital 
data is proceeding at an unprecedented rate. As a result, the 
demand for highly automated data analysis and 
interpretation systems and tools is growing fast. Besides data 
growth, there has been an accelerating trend towards the 
sharing of computational resources (raw data storage and 
compute power, but also information and sophisticated 
information systems) via emerging Grid technologies. Both 
the impending data avalanche and the relentless desire to 
share computational resources present new challenges and 
opportunities for future data management, analysis and 
interpretation systems. This position paper analyzes some of 
these challenges and opportunities, and outlines the 
DataMiningGrid project, which will investigate and develop 
technology for future Grid-based data mining 
infrastructures.  
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1. Introduction 
Modern sciences, education, medicine, engineering, 
telecommunication and classical sectors such as 
marketing, retail, finance, manufacturing, and 
government are characterized by: 
 
• an ever-increasing amount of digital data, 

information, and knowledge generated by the 
underlying activities and processes, and 

• rising degrees of coordinated resource sharing 
among dynamic and geographically distributed 
individuals, institutions, and resources. 

 
The effective and efficient management and use of 

stored data, and in particular the transformation of 
these data into information and knowledge, is 
considered a key requirement for success in such 
domains. Data mining [1] (aka knowledge discovery in 
databases) is the de-facto technology addressing this 
information need. Data mining technology is used for 
the nontrivial extraction of implicit, previously 
unknown, and potentially useful information from 
data. However, this field has mainly been concerned 
with small to moderately sized data sets, knowledge-
weak domains, and within the contest of largely 
homogeneous and localized computing environments. 
These assumptions are increasingly not met in modern 
scientific and industrial complex-problem solving 
environments, which are more and more relying on the 
sharing of geographically dispersed computing 
resources. This shift to large-scale distributed 
computing has profound implications in terms of the 
way data are analyzed. Future data mining applications 
will need to operate on massive data sets and against 
the backdrop of complex domain knowledge. The 
domain knowledge (computer-based and human-
based), the data sets themselves, and the programs for 
processing, analyzing, evaluating, and visualizing the 
data, and other relevant resources will increasingly 
reside at geographically distributed sites on 
heterogeneous infrastructures and platforms. Grid 
computing promises to become an essential technology 
capable of addressing the changing computing 
requirements of future distributed data mining 
environments. 

 



2. State of the art in data mining 
Data mining is now recognized as a key computational 
technology, supporting traditional tasks such as 
analysis, visualization, design, and simulation. This 
field is emerging as a fundamental research area with 
important applications in science, engineering, 
education, business, government, and manufacturing. 
In its typical form, data mining can be viewed as the 
formulation, analysis, and implementation of an 
induction process (proceeding from specific data to 
general patterns) that facilitates the extraction of 
information from data. The various techniques used 
differ in terms of the  
 
• types of information that is extracted (e.g. 

predictive models, association patterns, cause-
effect relationships, detection of affinity 
similarity-based groupings, deviation detection) 

• format of the induced information (e.g. rules, 
decision trees, correlation networks, association 
patterns, neural networks, matrices, visualization) 

• types of data they operate on (e.g. digital images, 
text, discrete, continuous, sequence, temporal), 
and 

• application domain for which they are developed 
(e.g., finance, engineering, science, life-sciences, 
manufacturing, marketing).  

 
3. Synergies between application sectors 
Data mining brings together researchers from many 
disciplines, including statistics, machine learning, 
visualization and image processing, mathematics, 
database technology, software engineering, and others. 
Work in data mining ranges from highly theoretical 
mathematical work in areas like statistics, machine 
learning, knowledge representation, and algorithms to 
develop systems solutions for problems like fraud 
detection, cancer modeling, network intrusion, and 
information retrieval on the web. Increasingly, data 
mining is employed in classical scientific discovery 
disciplines, such as biological, chemical, physical, and 
social research, and a variety of other knowledge 
industries, including government, education, high-tech 
engineering, process automation, and so on. Thus, data 
mining technology will play an important role in 
structuring and shaping future knowledge-based 
sectors. 

 
4. Research and development challenges 
As a result of the unprecedented technological 
advances in recent years, fundamentally new, 

intrinsically distributed complex problem solving 
environments are emerging. These developments are 
prompting a range of new data mining research and 
development problems. These can be classified into the 
following broad challenges: 

Distributed data. The data to be mined are 
increasingly stored on heterogeneous platforms across 
distributed computing environments. Consequently, 
development of algorithms, tools, and services are 
required to facilitate the mining of inherently 
distributed data within complex problem solving 
environments.  

Distributed operations. Emerging Grid 
computing environments will see more and more data 
mining operations and algorithms being made 
available on the Grid. This will encourage the 
development of novel, distributed data mining systems. 
To facilitate a seamless integration of these resources 
into distributed data mining systems for complex 
problem solving, new algorithms, tools, Grid services 
and other IT infrastructure need to be developed.  

Massive data. Development of algorithms and 
systems for mining large, massive and high-
dimensional data sets (out-of-memory, parallel, and 
distributed algorithms) is needed, as more and more 
data mining problems in complex problem solving 
environments are faced with giga- and tera-scale data 
sets. 

Data types. The phenomena analyzed in complex 
problem solving scenarios are captured in increasingly 
complex data sources, structures, and types, including 
natural language text, images, time series, multi-
relational and object data types. Grid-enabled mining 
of these data will require the development of novel 
methodologies, algorithms, tools, and Grid services.  

Data privacy, security, and governance. 
Automated data mining within distributed computing 
data Grids raises serious issues in terms of data 
privacy, security, and governance. Related issues 
involve ethical and legal aspects, good practices, and 
audits. Grid-based data mining technology will need to 
support researchers and analysts in using the data 
mining tools and services in a legal, ethical, secure, 
privacy-preserving, and auditable way [2], [3], [4]. 

Domain knowledge. The data to be mined in 
complex problem solving scenarios will increasingly 
require the integration of existing domain knowledge 
into the mining process, particularly in knowledge-
intensive domains [5]. This knowledge is often 
dispersed across geographically distributed sites and 
organizations, either in digital form (ontologies [6], 
metadata, knowledge-based or simulation systems) or 
provided interactively by human experts. Grid-enabled 
data mining technology will need to provide services 



and tools to support knowledge-aided data mining. (see 
bullet point Resource Identification and Metadata 
below). Work dealing with Grid-based knowledge 
discovery systems include the Knowledge Grid [7], the 
Data Grid [23], and parallel and distributed knowledge 
discovery [24].  

User-friendliness. Ultimately, data mining in a 
distributed Grid computing environment must hide 
technological Grid details from the user [8]. To 
facilitate this, new software, tools, and infrastructure 
development is needed in the areas of Grid-supported 
workflow management, resource identification, 
allocation, and scheduling, and user interfaces. 

Resource identification and metadata. A key 
characteristic of emerging Grid-based complex data 
mining environments is that data sets, data mining 
operations and relevant domain knowledge resources 
will be dispersed around a potentially very large 
number of sites and nodes. Powerful metadata services 
resource identification tools and systems are required 
to navigate, select, and use the available resources 
effectively. 

The following subsections discuss some of the 
modern data mining research and development 
challenges in more detail. 

 
5. Scaling data mining algorithms/systems 
5.1 Need for out-of-memory algorithms 
Most data mining algorithms today assume that the 
data fits into memory of a computer or computer 
cluster. This approach is increasingly impractical as (a) 
the number of observations increases, (b) the number 
of observed variables increases, and (c) the number of 
models used to analyze the data increases. To scale 
data mining algorithms beyond in-memory approaches 
is a major challenge. Out-of-memory algorithms may 
work on single-processor or multi-processor (see 
below) platform. 

 
5.2 Scaling up computing power 
As the complexity and volume of the analyzed data 
and the complexity and number of models used to 
analyze the data increases, the required computing 
power (CPU cycles, primary and secondary storage, 
network bandwidth) is likely to increase also. 
Therefore, in addition to developing out-of-memory 
extensions of existing algorithms, we need to adapt 
existing and develop new data mining algorithms that 
work in distributed and parallel computing platforms. 

 

5.3 Coping with inherently distributed data 
The majority of current data mining algorithms require 
that the data to be mined is integrated into a single 
local data set or centralized data warehouse. As data 
volumes increase and Grid and pervasive computing 
environments are becoming more common so does the 
need for distributed data mining algorithms. Such 
algorithms would not require a physical integration of 
data as prerequisite for mining. To facilitate the mining 
of inherently distributed data, new data mining 
algorithms middleware, protocols, languages, network 
services will need to be developed. Clearly, issues like 
privacy and security will play a pivotal role for such 
algorithms and systems. 

 
5.4 Distributed data mining operations and 
services 
As Grid and pervasive computing environments are 
becoming commonplace, the availability of data 
mining operations and services available within 
proprietary Grid environments and the visible web are 
likely to increase. Such scenarios give rise to novel 
ways of building data mining applications that 
dynamically integrate distributed data mining 
operations or services into a (logical) single system or 
tool. To enable the development of such data mining 
applications, new middleware, protocols, languages, 
network services will need to be developed. Critical 
for solutions of this kind will be, amongst other things, 
ease-of-use, interactivity, and privacy and security. 

 
5.5 Data warehousing 
Data warehousing [9] is a technology often used as a 
prerequisite to data mining. Typically, a data 
warehouse stores subject-oriented, integrated, 
consolidated, non-volatile, and time-varying data, and 
the data are normally managed separately from the 
underlying operational databases or data sets. Data 
warehouses often store significantly higher data 
volumes than the underlying data sources. In the light 
of Grid and pervasive computing environments and 
distributed data mining, new data warehousing 
concepts need to be developed.  

 
6. Support of new data types 
Most current data mining methods adopt a simple 
vector space model. Within this model, each 
observation is mapped onto a vector-structured 
representation. Each element of such a vector is either 
of numeric type (real, integral) or character type 
(single character or string of characters). There is an 



increasing need that more complex data structures will 
need to be handled directly by data mining algorithms. 
As a result, new data mining algorithms and systems 
need to be developed to work with more complex data 
types such as: 
 
• time-series and process data, 
• semi-structured data such as XML and HTML 

documents, 
• weakly-structured data such as text (e.g. abstracts 

or news articles),  
• multi-media data (e.g. images, signals, audio, 

video), and  
• collaborative data (i.e. a data mining setting where 

different groups are geographically dispersed but 
work together on the same problem in a 
collaborative way) 

 
7. Integration of domain knowledge 
Data mining methodology and technology has been 
developed for classical business, finance, and 
customer-oriented application domains. Such domains 
are characterized by:  

 
• the availability of large quantities of data (~103 to 

~106 observations), e.g. loan and credit card 
applications, purchase and customer-relationship 
scenarios, telecom connection data, and so forth, 

• a statistically favorable n/p ratio (where n refers to 
the number of observations and p to the number of 
variables of the available data set) – typically 
there are many more observations than variables, 

• weak-domain theories, for example, applications 
like customer attrition or customer relationship 
modeling do not have nor require deep and 
sophisticated models of the underlying entities and 
processes, and 

• Stable business processes – once in place, a 
business process is likely to remain unchanged for 
some time. 

 
For many knowledge-rich domains these conditions do 
normally not hold. 

Particularly in biological, environmental, and 
medical application domains, it is difficult (effort, 
costs, ethical issues) to generate large amounts of 
observations. This leads to the large-p-small-n 
problem, where the number of variables is large 
compared to the number of observations. Addressing 
this problem will require the development of new 
algorithms and tools for visualization, feature selection 

and in particular methods that exploit existing domain 
knowledge in the pre-processing, analysis, and post-
processing steps. 

Data mining in knowledge-intensive domains in 
science, engineering, criminal investigation, and other 
areas will increasingly require the incorporation of 
domain knowledge into the mining process for pre-
processing, analysis, and post-processing regardless of 
the size of the analyzed data sets. This will require the 
development of new algorithms and tools for: 

 
• dynamic retrieval and integration of data and 

knowledge, including executable systems (i.e. 
knowledge-based and simulation systems), from 
distributed repositories (e.g. ontologies, text 
mining), 

• dynamic execution of knowledge-based systems, 
simulation systems, executable models, 
visualization modules, and other knowledge 
systems or programs, 

• sharing of results (e.g. statistics, visualizations), 
executable models (e.g. classifiers, cluster rules), 
and other relevant components of the mining 
session (e.g. process model of mining session), 
and  

• allowing the data mining analyst to work in a 
highly interactive mode when mining data and 
facilitate mechanisms for incorporating his or her 
domain knowledge at all steps in the mining 
process. 

 
In many domains integration of background 

knowledge will require the dynamic and highly 
interactive integration of distributed resources and 
services into the data mining process or system. This in 
turn will require the development of new middleware, 
protocols, languages, and network services.  

Additional key elements in this scenario are meta-
information services and data warehouses. Both 
technologies will be critical for future knowledge-
integrated and distributed data mining systems in 
knowledge-rich application domains. Data 
warehousing and meta-information services will 
inherently use distributed information repositories and 
services and will therefore require an adequate 
underlying distributed computing infrastructure, e.g. 
new middleware, protocols, languages, and network 
services. 

 
8. Easy-to-understand, -use, and -deploy 
Today, data mining is widely used but largely carried 
out by specialists. To make this technology more 



useful and accessible to a wider community (e.g. 
business managers, scientists, engineers), additional 
efforts must be undertaken to make this technology 
easier to understand , use, and deploy.  

Easy-to-understand. We need to develop 
algorithms and systems that are easy-to-understand 
(e.g. in terms of their underlying principles, their 
merits and limitations, their pre- and post-processing 
requirements, computational aspects) and to use (e.g. 
parameter settings, deployment, user interfaces).  

Interactivity and workflow. In distributed data 
mining scenarios/environments understanding and 
using data mining tools and operations will be even 
more complex then with current monolithic systems. 
Grid-based data mining solutions are likely to require a 
highly interactive and workflow-oriented mode of 
operation (e.g. definition and selection of data sources, 
selection and initialization of data mining programs 
and operations, definition, execution, and monitoring 
of data mining process, visualization). Considerations 
of job and resource scheduling and other technical 
details should be hidden from the user. 

Interpretation and validation. Interpreting and 
validating the results of a data mining process is often 
difficult. Particularly, in scientific and other 
knowledge-rich domains the results must be 
interpreted and validated in the context of existing 
knowledge. Better algorithms and tools are required to 
improve the interpretability and validation of data 
mining results. 

Collaborative data mining. In particular for 
virtual organizations and collaborative efforts it will 
become increasingly important to exchange the 
settings, process, and results of data mining studies, 
and to allow the use and application of these on 
different software and hardware platforms. This will 
require the development of new algorithms, 
middleware, protocols, standards (like PMML – see 
below), and systems. New concepts and tools that 
allow the visualization of data, models, and data-
analysis processes and results across different 
platforms and easy access/browsing of meta data are 
also required. 

Privacy and security. Current data mining 
methodologies and tools are very poor when it comes 
to privacy and security issues. To prevent misuse of 
data and systems (via computing networks), future 
Grid-enabled data mining algorithms, services, and 
systems must consider these aspects from an early 
design stage. 

 

9. Data mining within Grid-based 
computing environments 
Grid computing could be viewed as a generic enabling 
technology for distributed computing. It is based on a 
hardware and software infrastructure that provides 
dependable, consistent, pervasive and inexpensive 
access to computing resources anywhere and anytime. 
In their basic form, these resources provide raw 
compute power (CPU cycles) and massive storage 
capacity (magnetic disk or other mass storage devices) 
[10]. These two Grid dimensions were originally 
dubbed Computational Grid and Data Grid, 
respectively. However, since the inception of Grid 
technology [11], the term resource has evolved to 
cover a wide spectrum of concepts, including “physical 
resources (computation, communication, storage), 
informational resources (databases, archives, 
instruments), individuals (people and the expertise 
they represent), capabilities (software packages, 
brokering and scheduling services) and frameworks for 
access and control of these resources (OGSA - Open 
Grid Services Architecture, The Semantic Web)” [12]. 
Using a Grid to share resources, researchers and small 
enterprises can gain access to resources they cannot 
afford otherwise. Research institutes, on the other 
hand, can leverage their investment in research 
facilities by making them available to many more 
scientists. 

Initially, the research community’s focus was 
placed on Computational Grids. These have today 
reached maturity. Toolkits such as Globus [13], 
UNICORE [14], Condor [15], and AVAKI [16] offer a 
wide range of services starting from job management, 
data transfer (for input and output), and various 
security primitives such as authorization and secure 
channels. Built on top Globus services, a number of 
Data Grid projects were initiated about three years ago. 
The most notable of these is the EU-funded DataGrid 
project (initiated 2001) [17]. The DataGrid today spans 
40 different sites and is divided to three application 
domains: biomedical, particle physics, and earth 
observation.  

Current Data Grid systems offer good solutions 
for file-based data access and data management 
problems: they allow a client to locate data, select data, 
takes care of data replication, etc. Thus, the 
functionality of a Data Grid is similar to that of 
information retrieval systems. However, many 
scientific and commercial applications are highly 
dependent on data stored in more complex database 
management systems, providing more sophisticated 
access and processing of data. Therefore, recent 
research has been focusing on Grid database access 



and integration services [18]. These developments and 
the ever-increasing need to exploit the growing 
amounts of data across many sectors, give now rise to 
the development of generic Grid infrastructure 
(protocols, services, systems, tools) facilitating the 
automated analysis and interpretation of large and 
inherently distributed data. However, distributed, Grid-
enabled data mining environments imply new levels of 
complexity along conceptual, technical, legal, ethical, 
and other dimensions (see next section on research and 
development challenges). 

 
10. Grid and data mining standards 
In many of today’s distributed computing applications, 
the idea of a stateful (as opposed to stateless) process 
is extremely important. Data values, and the results of 
operations on those values, must persist (i.e. maintain 
their informational state over certain periods of time) 
in distributed environments. Given the inherent 
heterogeneity of modern platforms, maintaining state is 
a non-trivial concept, resulting in the development of 
standards in the area.  The idea of web services has 
emerged to address heterogeneous distributed 
computing based on existing Internet-based standards 
(e.g. XML)[19]. Based on this concept, the Open Grid 
Services Architecture (OGSA) [12] was developed to 
provide a consistent manner for describing services in 
Grid Environments. The Open Grid Services 
Infrastructure (OGSI) is one implementation of this 
architecture. Computational resources, storage 
resources, databases and programs can all be 
considered as services. Typically, the development of a 
standard in any computer application area is two-fold.  
It involves 
 
1. the definition of service interfaces 
2. the definition of protocols to invoke these 

interfaces 
 
In the area of data management the Data Access and 
Integration Services (DAIS) [18] working group, as 
part of the Global Grid Forum (GFF), aims to develop 
and promote standards for accessing data across Grids 
with an emphasis on existing systems. OGSA-DAI is a 
collaborative program developed with the aim of 
meeting the needs of the UK e-Science community by 
producing an open source database access and an 
integration middleware for Grid applications.  While it 
developed separately from DAIS, it aims to be fully 
compliant with the standards developed by them. As 
data access in data mining is of fundamental 
importance the output from DAIS and OGSA-DAI are 

relevant to any data mining service that will be 
developed in the future. 

Although the OGSI/OGSA standards have helped 
to provide Grid-based services, several criticisms have 
been made with regards to its usability. Perhaps one of 
the most significant criticism is that it is too object-
oriented and in violation of the “pure” the web services 
concept (on which it was originally based). Pure web 
services are supposed to have no associated state or 
instances. As a result, the OGSI architecture is moving 
towards the Web Services Resource Framework 
(WSRF) [20].  This framework, initially inspired by 
OGSI, basically restructures OGSI concepts to fit more 
closely with the current web services architecture.  
Due to fundamental changes in the exchange of 
messages between the two approaches, WSRF-
compliant services will not interoperate with OGSI 
services.  

Much effort is made by both the scientific and 
business communities to develop standard Grid 
middleware, allowing for easy development of Grid-
enabled applications and ensuring their 
interoperability. However with the emergence of the 
OGSA standards, calling for the web services-based 
approach, there is much confusion and feeling of 
uncertainty among the Grid researches and developers. 
The Globus toolkit 3.0, an OGSI based descendant of 
the widely adopted Globus toolkit V 2.X, required 
significant refactoring of the working Grid 
environments. However recent dramatic changes of 
OGSI towards further integration with Web Services 
(WSRF) render the previous work unusable. Such 
unexpected change in the core of the grid middleware 
makes it unclear how the latest developments will 
impact other standards and the whole standardization 
process at GGF.  

One of the tough challenges faced by any Grid-
related project today is to maintain a consistent picture 
of the latest developments and to comply with the 
constantly evolving new standards. 

Several standards related to data mining already 
exist. These include  

 
• the Predictive Model Markup Language (PMML) 

[21]. PMML allows data mining models to be 
exchanged with and processed by any tool that 
adheres to the standard (regardless of the tool in 
which a particular model was generated),  

• Java Data Mining API (a mechanism for 
implementing uniform data mining method 
interfaces), and 

• and the CRoss-Industry Standard Process for 
Data Mining (CRISP-DM) [1]. CRISP-DM 



structures data mining (projects) into a series of 
interrelated processes and tasks.  

 
“Gridification” of data mining services will need 

to take onboard and adhere to existing and emerging 
Grid and data mining standards, such as those 
discussed above.   

 
11. Generic data mining services 
infrastructure 
Due to the impending data influx in many sectors, the 
need for data mining is likely to increase massively 
across the board. With the advent of an increasingly 
flexible and powerful Grid-computing infrastructures, 
it is high time to think of and to instigate the 
development of generic, Grid-enabled data mining 
services (see Figure 1).  

 

Data Mining Web Portals Layer
GUI, visualizers, output model spec, trust model

Data Mining Tools Layer
API of Data Mining Tools

GridDataMining Middleware Layer
Resource Brokers, Storage and Flow Management 

Communication Layer
MPICH-G2, Threads,  DataMiningGrid Toolkit I/O 

Core Grid Infrastructure Layer
Globus, UNICORE, ... 

Grid Services Interface Layer

 
 

Figure 1. Data Mining Grid architecture 
 

Such services would facilitate: 
 
• a dynamic and secure way of accessing, 

retrieving, and manipulating (join, subset 
selection, filtering, etc) data sets from 
heterogeneous and distributed sources 

• the dynamic and secure association of these data 
sets to operations provided by data mining servers 
available in a distributed computing environment, 
i.e. the Grid 

• the dynamic and secure execution of these 
operations on the data sets 

• the dynamic and secure pipelining of such 
operations and the resulting intermediate data sets 

• the dynamic and secure allocation and addition of 
new data mining services and operations (servers), 
new databases and data sets to the Grid 

• a highly interactive, intuitive, and secure way for 
users to define, execute, monitor, and manage a 
data mining workflow in such a distributed data 
mining environment 

 
Under the specific objective Grids and Complex 
Problem Solving of European Union’s Framework 
Programme 6, the DataMiningGrid Consortium (see 
organizations listed in the affiliations of this paper) 
have secured funding in the order of $2m to address 
the data mining challenges arising from the emergence 
of Grid-driven complex problem solving environments 
[22]. The main objectives of the project will be  

Objective 1. To investigate the generic data 
mining requirements of emerging Grid-enabled 
problem solving environments based on a selected set 
of representative application sectors and problem 
domains. 

Objective 2. To develop generic algorithms, tools, 
and systems facilitating generic Grid-based data 
mining services for future and emerging complex 
problem solving environments. 

Objective 3. To demonstrate the deployment of 
the developed web-based, Grid-enabled, data mining 
applications, modeling tools and services for carefully 
selected sets of representative application sectors. 
Selected applications and technologies include: re-
engineering of gene regulatory networks via 
distributed genetic programming, analysis of biological 
databases for gene/protein annotation, analysis of 
distributed medical databases for endemic goitre and 
iodine deficiency studies, distribution of algorithms for 
mining of data in the context of sanitary engineering 
mining of literature databases (including equation 
discovery, data check/filtering), data mining based 
monitoring of Grid systems (including analysis of 
recurring failure and descriptive analysis), distributed 
text classification and ontology learning for customer 
relationship management and quality management, 
finding related and similar documents in the intranet, 
and mining of digital (scientific) libraries. 

The DataMiningGrid project will commence in 
Summer 2004 and last two years. 

 
12. Summary and outlook 
This paper discussed the ever-increasing need for data 
automated analysis and interpretation (data mining) 
across a wide range of application domains. This 
growing need and the shift to increasingly 
interconnected computing environments, such as 
emerging Grid computing systems, will require novel 
approaches to data mining algorithms, tools, and 
systems. Some of the new challenges will be tackled 



by the EU-funded DataMiningGrid project. Concrete 
results of that project will be expected for 2005. 
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